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1. Introduction

In recent years, one of the major challenges for to-
day’s computing system is big data analytics. Therefore,
it seems that future Big Data systems will be data-driven,
featuring complex heterogeneous architectures that must be
redesigned or customized based on the nature and locality of
the data, and the type of learning/decisions to be performed.
Programming environments able to concurrently co-design
computation (with an efficient customization of the single
node) and communication (with a proper optimization of
the data movements among nodes) will effectively enable
the use of heterogeneous, distributed, scalable and secure
systems for Big Data analytics.

The EVEREST (dEsign enVironmEnt foR Extreme-
Scale big data analyTics on heterogeneous platforms)
project [1] aims at developing a holistic design environment
that addresses simplifying the programmability of hetero-
geneous and distributed architectures for Big Data applica-
tions. The project uses “data-driven” design approach with
domain-specific language extensions, hardware-accelerated
Al and an efficient monitoring of the execution with a
unified hardware/software paradigm.

One of the three applications selected for the validation
of the EVEREST approach is a traffic modeling framework
for intelligent transportation in smart cities. This framework
combines a traffic simulator, a traffic prediction model and
intelligent routing methods to better characterize the road
traffic based on combination of multiple data in order to
reduce congestions in the traffic infrastructures.

2. Defining and Executing Workflow Pipelines
in Large-Scale Distributed Environments

HyperQueue [2] is a task execution library designed for
transparent execution of tasks over HPC job managers like
PBS/Torque or Slurm. It allows users to submit computa-
tional tasks in a simple way, without having to manually use

the HPC job manager. HyperQueue is able to automatically
submit HPC job allocations on behalf of the user, thus saving
them from a lot of manual work. It is also designed to be
efficient; its overhead per task is below lms.

One of the main benefits of HyperQueue in the con-
text of the EVEREST project is its support for defining
complex generic resources. It allows users to attach arbi-
trary resources to computational providers (workers) and
also to request fine-grained resources for individual tasks.
This feature can be leveraged for example in heterogeneous
clusters, one of the designed use-cases for EVEREST, by
assigning certain tasks to nodes containing FPGA (Field
Programmable Gate Arrays) accelerators. For the traffic
simulator use case it was used to execute a hyper-parameter
search, which tested a series of routing parameters to find
how they affect the simulation of cars driving around within
a city.

There are several other task graph distributed execution
tools [3]-[8]. HyperQueue is unique in its ability to schedule
tasks with fine-grained generic resources and also thanks to
its automatic allocator, which is able to automatically create
HPC jobs on behalf of the user.

HyperQueue is a follow-up to HyperLoom [9], a plat-
form for defining and executing workflow pipelines in large-
scale distributed environments presented at SC 2017 in a
research poster section [10], [11].

3. Deterministic Traffic Simulator

Deterministic traffic simulator is a new version devel-
oped within the EVEREST project. The traffic simulator
is based on a smart navigation system that was developed
in the EU funded project ANTAREX and recognized by
European Commission as the innovation radar finalist for
an innovation ready for market [12]. The decision to create
a deterministic version was made particularly to have more
control over the simulation and possibility to reproduce the



Figure 1. Snapshot of Traffic Flow in Prague, Czech Republic Jun 16 2021,
8:10 AM.

results. Thus we can fine tune specific parts of the simulator
and its algorithms.

The traffic simulator simulates the movement of vehicles
on a map over a time period. The simulator takes as an
input an O/D (origin/destination) matrix which specifies a
list of vehicles with origin and destination GPS, plus a
departure time. With the traffic simulator we can investigate
the traffic flow within a city and state questions such as
"What happens if this bridge is closed?” or "What if there
is a traffic jam?”. Vehicles move in regular time steps.
For each step a new rouging is computed from the current
position. Each vehicle regularly ask for re-routing, e.g. every
20s. One of the main goals is to optimize the entire traffic
flow within a city. In other words, to distribute the flow in
a way that the number of traffic jams is minimized. For this
purpose we take advantage of Probabilistic Time Dependent
Routing (PTDR) [13]. An example of a simulation snapshot
can be seen in Fig. 1 where the red routes indicate traffic
congestion. The thicker the line is the higher congestion on
a route.

To setup the simulator, however, is not straightforward as
the simulator takes a set of parameters that influence quality
of the results and the computation time. This poster presents
the usage of HyperQueue as an ensemble tool that manages
HPC resources and performs various simulations with dif-
ferent settings. The results of simulations are discussed as
well.

4. Simulator’s parameters space exploration

The goal is to identify the most appropriate setting for
the simulator that provides best results in sense of quality
and performance. The performance is also influenced by the
input data; longer routes prolong the time of the simulation.

The experiments are performed over Prague, Czech Re-
public at Jun 16 2021 between 7 AM to 10 AM. The results
are investigated between 8 AM to 9 AM to cover morning
rush hour. Time before and after investigated period can
be seen as a warming and cooling phase of the simulation,
respectively.

The initial state of simulation (O/D matrix) is based on
anonymised information from mobile devices provided by
T-Mobile operator.

To find the most appropriate setting for the simulator,
a set of 75 variants was generated. Each variant specifies a
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Figure 2. Results of parameter exploration.

Duration of route alternatives computation

— 2cores
4 cores
—— 8cores
— 16 cores
80000 —— 32 cores
—— 64 cores
128 cores

100000

60000
40000

20000

0 2000 4000 6000 8000

Simulation step

Figure 3. Cores Utilization

number of alternative routes, number of samples of Monte
Carlo simulation performed by the PTDR algorithm, and a
near distance which represent the view of a driver, i.e., after
the near distance they need to do a forecast of what happens
farther on their route by PTDR. For each variant a simulation
was performed on a computational node of the Karolina
cluster [14]. The results are summarized in Figure 2. The
red line outlines the most suitable input parameters. The
parameters above the line are worse in terms of quality
or performance. We can also see a setting that is better in
performance but little worse in quality.

5. Conclusion

Based on the simulator’s parameter space exploration
we have identified the most appropriate settings for the
simulator. With this setting we have also performed a test of
scalability. The results are shown in Fig. 3. The graph shows
the scalability of route alternatives computation as this part
is the most demanding part of algorithm. It can be seen
that algorithm scales up to 64 cores. The slight difference
between 128 and 64 cores is given by the number of active
vehicles. The maximal number of active vehicles in one step
is 1,269. With a higher number of active vehicles the algo-
rithm most likely scales up. Moreover, we have identified
the route alternatives algorithm as a good candidate to port
into Rust to improve the performance.

Future work is focused on optimizing most demanding
parts of the simulators with help of new accelerators such
as FPGAs.
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